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Quantum Monte Carlo (QMC) methods such as Variational Monte Carlo, Diffu-
sion Monte Carlo or Path Integral Monte Carlo are the most accurate and general
methods for computing total electronic energies. We will review methods we have
developed to perform a coupled QMC for the electrons and another MC simu-
lation for the ions. Using QMC methods, one estimates the Born-Oppenheimer
energy E(Z) where Z represents the ionic degrees of freedom. That estimate of
the energy is used in a Metropolis simulation of the ionic degrees of freedom where
one compares exp(—[E(Z') — E(Z)]/kpT) to a random number and accepts or
rejects the move. We have shown that one can modify the usual Metropolis accep-
tance probability to eliminate the bias caused by noise in this energy difference,
thus allowing more noisy estimates of the energy difference and thereby drastically
reduce the sampling time of the electronic degrees of freedom. We have imple-
mented several different QMC methods for estimating the energy change including
Diffusion Monte Carlo and Variational Monte Carlo. We have also developed a
correlated sampling technique symmetrical in Z and Z’, so that the variance of
[E(Z") — E(Z)] is smaller than of each energy individually. Using these methods,
we have performed simulations of liquid Hs on a parallel computer. We have de-
veloped novel methods to move the Hy molecules (separate translations, rotations
and vibrations) and ways to pre-reject the moves using an empirical potential in
an effort to speed up the simulation. We discuss some possible advantages of the
CEIMC method concerning how the quantum effects of the ionic degrees of freedom
can be included and how the boundary conditions can be integrated over.

1 Introduction

The first computer simulations of a condensed matter system used the sim-
plest inter-atomic potential, the hard sphere.! As computers and simulations
progressed, more sophisticated and realistic potentials came into use, the
most well-known is the Lennard-Jones potential to describe rare gas systems.
These potentials are parameterized and then fit to reproduce experimental
quantities. Both Molecular Dynamics (MD) and Monte Carlo (MC) methods
are used to generate ensemble averages of many-particle systems. Of course
inter-atomic potentials originate from the microscopic structure of matter,
described in terms of electrons, nuclei, and the Schrédinger equation. But the
many-body Schrédinger equation is too difficult to solve directly, so approxi-
mations are needed. In practice, one makes the one electron approximation,
where a single electron interacts with the potential due to the nuclear charge
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and with the mean electric field generated by all the other electrons. This
is done by Hartree-Fock (HF) or with Density Functional Theory (DFT).?
DFT is, in principle, exact, but contains an unknown exchange and corre-
lation functional that must be approximated, the most common being the
Local Density Approximation (LDA) but various improvements are also used.
These first principles methods can be used by fitting assumed functional forms
for the potentials, which are then used in an MC or MD computation. But
the problem of transferability still remains. The assumed functional forms are
only valid in situations for which they have been designed and fitted.

In 1985, Car and Parrinello introduced their method, which replaced an
assumed functional form for the potential with a DFT calculation done “on
the fly”.3 They did a molecular dynamics simulation of the nuclei of liquid
silicon by computing the density functional forces of the electronic degrees
of freedom at every MD step. It has been a very successful method, with
the original paper being cited over 2300 times since its publication. There
are many applications and extensions of the Car-Parinello method.*5:6:7 The
review of applications to liquid state problems by Sprik® notes that the LDA
approximation is not sufficient for an accurate simulation of water although
there are improved functionals that are much more accurate.

Quantum Monte Carlo (QMC) methods have developed as another means
for accurately solving the many body Schrédinger equation.®?19 The success
of QMC lies partly in the fact that these methods explicitly include corre-
lation among the electrons, which can only be done indirectly with the one
electron methods. Particularly within the LDA, DFT has known difficulties
in handling electron correlation.!!

In the spirit of the Car-Parrinello method, in this paper we combine a
Classical Monte Carlo simulation of the nuclei with a QMC simulation for the
electrons. This we call Coupled Electronic-Ionic Monte Carlo (CEIMC).!?
As an example of this new method we apply it to warm dense many-body
hydrogen. Hydrogen is the most abundant element in the universe, making
an understanding of its properties important, particularly for astrophysical
applications. Models of the interiors of the gas giant planets depends on
a knowledge of the equation of state of hydrogen.'®1* Hydrogen is also the
simplest element, but it still displays remarkable variety in its properties and
phase diagram. It has several solid phases at low temperature, and the crystal
structure of one of them (phase III) is not fully known yet. At high temper-
ature and pressure the fluid becomes metallic, but the exact nature of the
transition is not known.

Some previous QMC calculations have been at high temperature using re-
stricted Path Integral MC methods. These methods become computationally
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inefficient at temperatures a factor of ten lower than the Fermi temperature.'?

In addition, we have used zero temperature methods for calculations in the
ground state.'® CEIMC provides a middle way, where the electrons are at zero
temperature and accurate trial functions are known, while the protons have
a different time scale, and thus not conveniently handled by diffusion Monte
Carlo methods.

The electrons are assumed to be in their ground state, both in the Car-
Parrinello method and in CEIMC. There are two internal effects that could
excite the electrons - coupling to nuclear motion and thermal excitations.
In the first case, we make the Born-Oppenheimer approximation, where the
nuclei are so much more massive than the electrons that the electrons are
assumed to respond to nuclear motion instantaneously, and so stay in their
ground state. We neglect any occupation of excited states of the electrons due
to coupling to nuclear motion. To estimate the effect of thermal excitation
in metallic hydrogen, consider a gas of degenerate electrons at a density of
n = 0.0298 electrons per cubic Bohr (i.e. rs = (47rn/3)_1/3 = 2.0). This has
a Fermi temperature of about 140,000K. In the molecular hydrogen phase,
the gap between the ground state and the first excited state of a hydrogen
molecule at the equilibrium bond distance is about 124,000K. As long as our
temperatures are well below this (and they are), and we are not at too high
pressures (since the pressure decreases the gap), the thermal occupation of
excited states can be neglected.

The rest of this paper is as follows. First, we will describe the penalty
method to rigorously deal with the noisy QMC estimates of energy differences.
Then we will present the two-sided energy difference method. Next, various
methods for VMC optimization will be described and compared. Finally, we
put all the pieces of a CEIMC simulation together and discuss preliminary
results appropriate to many-body hydrogen. In the Appendix we describe the
wave functions we used for molecular hydrogen. These are somewhat different
the typical Quantum Monte Carlo trial functions, because they need to be ap-
plicable to an extended system in Periodic Boundary Conditions, and because
the protons are moved frequently, they need to be quickly parameterized.

2 The Coupled Electronic-Ionic Monte Carlo Method

First let us recall the basic ideas of Variational Monte Carlo (VMC) and
Diffusion Monte Carlo. VMC uses the Metropolis method to sample the ratio
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of integrals and gives an upper bound to the exact ground state energy.
5 JARWr(R) EL(R)
JdR Y (R)|*

where Ep, = is the local energy. Important features of VMC are that
T . . . .
any computabﬁ% trial function can be used for 97 and that the statistical
uncertainty vanishes as ¥ approaches an exact eigenstate.
A typical form of the variational wave function is a Jastrow factor (which
can have both electron-electron and electron-nuclear correlations) multiplied
by spin-up and spin-down Slater determinants of one body orbitals.

(1)

Hyr

¢T = €xp | — Zuee(rij) - Z uen(’ri - Za) Det (Sﬁ) Det (Si‘) (2)
i<j i,a

In Appendix A, we discuss the forms we used for the wave function of
molecular hydrogen and their modifications in periodic boundary conditions.
For a system of N Hs molecules, the wave functions contains 3N + 13 vari-
ational parameters. In contrast to usual practice of VMC, the wave function
parameters must be optimized, as the classical degrees of freedom are chang-
ing. This is one of the problems we discuss at length below.

The second QMC method we apply is diffusion Monte Carlo (DMC) in
which the Hamiltonian is applied to the VMC distribution to project out the
ground state, within the fixed-node approximation:

() = pre=H=FH(0) /. 3)
The VMC method, though it can directly include correlation effects, is not
sufficiently accurate, at relevant temperatures, as we discuss below. The pro-
jection is implemented by a branching, drifting random walk.'”
In the CEIMC method we move the protons with a “classical” Monte
Carlo and accept or reject to satisfy detailed balance. The Metropolis accep-
tance formula is

A = min[l,exp(—A)] 4)

where A = B[V (s') — V(s)] and V(s) is the BO electronic energy, computed
with one of the QMC methods. The QMC simulation will yield a noisy esti-
mate for A, which we denote as §. The exponential in the acceptance ratio
is nonlinear, so that {(exp(—d)) # exp({—d)). The noise will introduce a bias
into our acceptance ratio formula. To avoid this bias in our simulations, we
can either run until the noise is negligible, but that is very time-consuming,
or we can use the penalty method,'® which tolerates noise. We describe this
method next.
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3 The Penalty Method

The basis of the penalty method is to satisfy detailed balance on average by
using information about the energy differences. We introduce the “instan-
taneous” acceptance probability, a(d), which is a function of the estimated
energy difference. The average acceptance probability is the instantaneous
acceptance probability averaged over the noise,

A(s = §') = /jo ddP(5;5 — s')a(9). (5)

We need to satisfy detailed balance on average,
A(s —» §') = A(s' = s)exp[—A]. (6)

If the noise is normally distributed with variance, o, it has the distribution

A2
P(%) = (2(727r)_1/2 exp [—%] . (7
Then a simple solution that satisfies average detailed balance is
2
a(d) = min [l,exp(—é - %)] . (8)

The extra —o? /2 term causes additional rejections of trial moves due to noise.
For this reason, it is called the penalty method.

An important issue is to verify that the energy differences are normally
distributed. Recall that if moments of the energy are bounded, the central
limit theorem implies that given enough samples, the distribution of the mean
value will be Gaussian. Careful attention to the trial function to ensure that
the local energies are well behaved is needed.

In practice, the variance is also estimated from the data, and a similar
process leads to additional penalty terms. Let x be the estimate for ¢ using
n independent samples. Then the instantaneous acceptance probability is

a(d,x*,n) = min [1,exp(—3 — up)] 9)
where
2 4 6 8
X X X X°(5n+7)

_ X .-~ (10
YR S T I s D) T 3m )T  Smanmrme T (10

Note that as n gets large, the first term dominates.
The noise level of a system can be characterized by the relative noise
parameter, f = (B0)%t/ty, where t is the computer time spent reducing the

noise, and tg is the computer time spent on other pursuits, such as optimizing
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the VMC wave function or equilibrating the DMC runs. A small f means
little time is being spent on reducing noise, where a large f means much time
is being spent reducing noise. The efficiency of a CEIMC simulation can be
written in terms of this parameter. For a double well potential,'® the noise
level that gives the maximum efficiency is around Bo = 1, with the optimal
noise level increasing as the relative noise parameter increases. An exception
to this rule occurs when computing properties sensitive to crossing the barrier
between the double wells. These crossings are assisted by an increased noise
level, hence the optimal noise level is much higher.

Another simulation quantity we can monitor is the additional noise rejec-
tion ratio. When a move is rejected with the penalty method, it is useful to
recompute the acceptance decision with the same random number and with-
out the noise penalty. If the move would have been accepted without the noise
penalty, it is considered a rejection due to noise (as opposed to a rejection
due to a trial move that increases the energy). The additional noise rejection
ratio is defined as

n= Nnoise_rej ] (11)
Nnoise_rej + Naccept

If n is small, the noise is causing few additional rejections. If 7 is 1/2, the
noise is causing as many moves to be rejected as accepted while if n > 1, the
noise is causing most moves to be rejected.

Using noisy data requires care in handling. Particularly, inappropriate
reuse of any single estimated value can lead to biased results. For instance,
in a classical simulation the energy difference would be computed, and one
of the two energies involved would be used in accumulating the average en-
ergy. See the top of Figure 1 for an outline of such a simulation. However,
this leads to a bias when noisy energies are involved. This can be seen by
considering a negative fluctuation in the energy of the trial move. This will
make the energy difference smaller (or more negative) and hence more likely
to be accepted. Thus the negative fluctuations would be preferentially added
to the accumulated average, and bias the result downward.

This program outline could be corrected by computing a new value for the
energy in the average. However, there is another arrangement that is more
amenable to the two-sided energy difference method. The computation of the
energy used in the average is the same quantity needed for the old energy in
the next iteration. So that computation can be moved to the next iteration,
as shown on the bottom in Figure 1.

Several points are illustrated with a system of two particles interacting
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Compute old Energy ‘

loop over Classical steps
loop over Number of molecules
make trial move (translation and rotation of Hy molecule)
reoptimize variational parameters

‘ Compute trial Energy ‘
acceptance probability = min [1,exp (—BAE — (80)?/2)]
accept /reject trial move

end loop
end loop

loop over Classical steps
loop over Number of molecules
make trial move (translation and rotation of Hy molecule)
reoptimize variational parameters

‘ Compute old Energy| Compute trial Energy ‘
acceptance probability = min [1,exp (—BAE — (80)?/2)]
accept /reject trial move

end loop
end loop

Figure 1. CEIMC program outlines. Boxes indicate quantum computations. The dashed
box indicates a quantity saved from a previous computation. The top algorithm is incorrect.
The bottom algorithm is correct.

via a Lennard-Jones potential with ¢ = 0.1 and ¢ = 1.5 ¢. The temperature of
the system was 3160K (3 = 100). Noise was simulated by adding a Gaussian
random variable with known variance to every energy computation. Results
for several algorithms versus noise level are shown in Figure 2. The top curve
shows the bias that results from having no penalty method. The middle
curve is the correct method, which we see is independent of the noise level.
The bottom curve demonstrates the bias from reusing the energy involved in

%Here o is the length scale for the LJ potential
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Figure 2. Examples on a Lennard-Jones potential with synthetic noise.

making the accept/reject decision.

We can apply multi-level sampling ideas to our CEIMC simulations.'® An
empirical potential is used to “pre-reject” moves that would cause particles
to overlap and be rejected anyway.

In this case, the trial move is proposed and accepted or rejected based on
a classical potential

T(R— R')
T(R' — R)
where AV = Vi (R') — Vy(R) and T is the sampling probability for a move.

If it is accepted at this first level, the QMC energy difference is computed and
accepted with probability

Ay = min [1,exp(—B3AVouc — uB) exp(BAV,)] (13)

A; = min |1, exp(—BAVy) (12)

where up is the noise penalty.

Compared to the cost of evaluating the QMC energy difference, comput-
ing the classical energy difference is almost “free.” Reducing the number
of QMC energy difference evaluations reduces the overall computer time re-
quired. For the molecular hydrogen system, using the pre-rejection technique
with a CEIMC-DMC simulation results in a first level (classical potential)
acceptance ratio of 0.43, and a second level (quantum potential) acceptance
ratio of 0.52. The penalty method rejects additional trial moves because of
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noise. If these rejections are counted as acceptances (4. e., no penalty method
or no noise), then the second level acceptance ratio would be 0.71. The classi-
cal potential is a fairly good representation for the DMC potential, and we can
use that to reduce the number of DMC energy difference evaluations needed.

4 Energy Differences

In Monte Carlo it is the energy difference between an old step and a new
step that is of interest. Using correlated sampling methods it is possible to
compute the energy difference with a smaller statistical error than each indi-
vidual energy. We also need to ensure that that energy difference is unbiased
and normally distributed. Energy differences also arise in other applications
of QMC such as in computing equilibrium geometries. In this section we will
look at several methods for computing that difference.

4.1 Direct Difference

The most straightforward method for computing the difference in energy be-
tween two systems is to perform independent computations for the energy of
each system. Then the energy difference and error estimate are simply

AE = E| - B, (14)

o(AE) = 1\/o? + o3. (15)

This method is simple and robust, but has the drawback that the error is
related to the error in computing a single system. If the systems are very
similar, either in variational parameters or in nuclear positions, the energy
difference is likely to be small and difficult to resolve, since o1 and o2 are
determined by the entire system and thus ¢ is unrelated to the similarities
between the two systems.

4.2 Reweighting

Reweighting is the simplest correlated sampling method. The same set of
sample points, obtained by sampling v? is used for evaluating both energies.
The energy difference is estimated as:

AE = E; — By
_ JdR Y3 By [dR 3 Bp
JdR ¥ J R 43
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2 (¥3
- dR ? 2 (¥3
JdR 43 Jar i (%)
Then an estimate of AFE for a finite simulation is
1 w(R;)Era(R;)
AE ~ — E i) — ———" 1

where w = 92 /4?.

Reweighting works well when v; and 12 are not too different, and thus
have large overlap. As the overlap between them decreases, reweighting gets
worse due to large fluctuations in the weights. This effect can be quantified by
computing the effective number of points appearing in the sum in Eq. (17),
which is
(s wi)*
Eventually, one or a few large weights will come to dominate the sum, and
the effective number of points will be very small, and the variance in AE will
be very large.

In Eq. (17) we derived reweighting by drawing points from ; and com-
puting the properties of both systems from them. It could also be derived
by drawing points from ¢, as well. We can compute the energy difference
both ways and take the average. This gives us the symmetrized reweighting
method,

Neg = (18)

_ y_ Wa(Ri)Epa(Ri)
AP= gy 2 [E“(R’) %Ziwwm@-)]

L L [wy(Ri)ELl(Ri)
Riey} ~ i wy(Re)

s - Bua(R) (19)
where w, = ¢3/¢} and w, = ¥} /y3.

4.8 Bennett’s Method for Free Energy Differences

First let us digress to discuss computation of the normalization integral. The
Metropolis sampling method makes it difficult to extract information about
the normalization integral. Bennett?® demonstrated a method for finding the
free energy difference between two systems. We will describe his method in
terms of a ratio of normalizations.
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We can compute the ratio of two normalizations, ()1 and ()2, in a fashion
very similar to reweighting.

@1/ = [ dr vi( / / dR y3(R (20)
~ [ ar ui

R;€v¢2

(21)

This is a one-sided estimate, because it only uses samples from system 2 to
compute properties of system one. Note that this sum is the same as the sum
of the weights used in reweighting in Eq. (17).

Bennett improved on this one-sided estimate, starting with an identity
written as

Q1 [ dR 43 W3
Q2 [ dR ¢ W3
where W is an arbitrary weight function. He found the optimum W by mini-

mizing the variance of the free energy difference,
1

Ql/Q2

(23)

x Q13 + Qa7 29
Let Q = Q1/Q2. Inserting Eq. (24) into Eq. (23), we get
2 2
de i/ (¥3 + ¢1/Q) (25)

JdR % g L2/ (QuE +4?)

Let z represent the configurations sampled from ; and y the configurations
sampled from 5. The finite sample version of this equation is

Q¢2 m, ¢1 ?Jz
z V3 () + Qb3 () Z V3 (yi) + QY3 (i) (26)

The value of @) can be found by iteration

> H ;ﬁfgi) 2 (v:)
Y3 (yi)+Qn 3 (yi
Qi1 = Qn | me%(zS |- (27)

¢ Y3 (wi)+Qn 3 (z:)

The iteration is started with Qg = 1 and stopped when the correction factor
in brackets is sufficiently close to one. Typically, convergence takes less than
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ten iterations, but if () is much larger or smaller than one it can take more
iterations.

We have written these formulas assuming that the number of sample
points from each system is the same. Bennett derived them for the case with
differing numbers of samples in each sum, and found the best variance was
usually very near an equal ratio of computer time spent on each system. In our
case the systems are of equal complexity, so this means using equal numbers
of points is optimal, or very nearly so.

By properly combining information from both systems, we can get a much
better (lower variance) estimate of the ratio of their normalizations than if we
had used information from only a single system (one-sided sampling).

4.4  Two-Sided Sampling

Now let us apply this notion to computing the energy difference between two
quantum systems. Consider sampling from some distribution that contains
information about both 3 and 1,. The simplest such distribution is

11t ﬁ]
_2[Q1+Q2 ’ (28)

The energy difference can be written as
de 7JJfELl de w%ELz

/dR P (%E“) /dR P (%EL"’) . (29)

Applying to a sample from P, we have

1 ) V(R Ep () 3 (Ri)Epy(Ry)
1P Q2P '

AE =

(30)

It is important to note that the sum covers samples taken from both )
and 12. The sum includes both “direct” terms (eg. %1 and Er; evaluated at
configurations sampled from 1) and “cross” terms (eg. 1; and Ep, evaluated
at configurations sampled from 1)5). The denominator of the first term in Eq.
(30) is

Q1

Q1P = [¢1 + _¢2 . (31)

Q2
The ratio @ = Q1/Q2 is computed by the Bennett method. The denominator
of the second term can be computed similarly.
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Figure 3. Two H2 molecules in a parallel configuration
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Figure 4. For two Ha molecules in a parallel configuration, starting from a separation of
d = 2.5 Bohr, the (a) energy difference and (b) the estimated statistical error (on log scale).

One major feature of the two-sided method is that it reproduces reweight-
ing in the large overlap regime, and the direct method in the low overlap
regime.'? In the intermediate regime, it smoothly joins the two limits.

5 Examples of Energy Differences

The first example is of two Hs molecules in a parallel orientation as shown
in Figure 3. The trial wavefunctions are discussed in Appendix A. The bond
lengths are at equilibrium, 1.4 Bohr, and the starting separation between the
molecules is d = 2.5 Bohr. The energy difference between that configuration
and configurations with other inter-molecular distances was computed using
the direct method, the two-sided method, and reweighting. The resulting
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Figure 5. Finite sample size bias in the energy difference of Lis.

energy differences are shown on the left in Figure 4. Note that reweighting
gets the wrong answer at large separations. This is most likely due to a
finite sample size bias. More important is the error in that energy difference,
shown on the right in Figure 4. Note that both reweighting and the two-
sided method have errors that decrease to zero as the overlap increases. This
graph also clearly shows the properties of the two-sided method mentioned
previously, behaving like reweighting at small changes in the separation (large
wave function overlap), and smoothly crossing over to the direct method for
at large changes in the separation (small wave function overlap).

Reweighting and the two-sided method may give biased results because
there are a finite number of sample points in the sums in Eqns. (19) and
(30). To test for this, a sum of a given length is repeated many times and the
average energy difference for that length computed. The test for a bias was
performed on a Liy molecule. The energy difference was computed between a
bond length of 4.5 Bohr and the equilibrium bond length of 5.05 Bohr. Figure
5 shows the results for different numbers of points in the sum. Reweighting
shows a much larger finite sample size bias than the two-sided method, which
has almost none.

Using the two-sided method (or reweighting, for that matter) with DMC
is slightly more complicated. The reweighting transformation applied to the
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Figure 6. Error in the energy difference of Lis using (a) VMC (b) DMC.

basic DMC iteration gives

ﬁmw+ﬂ=/ﬁ3ﬂmwaah+mn) (32)

Gi(R— R;7)

AT TR

:/MﬂRMQWAHﬂ
The weight w = G1/G» must be computed over several iterations. The final
weight used in the correlated sampling formulas is a product of the weights
of every iteration.

The weight factor is not quite right, due to the rejection step. Since
the rejection ratio for DMC is very small (< 1%), ignoring the issue should
not introduce a large error. Umrigar and Filippi?! give a more sophisticated
method for dealing with rejections.

The fixed-node condition also has to be obeyed, and configurations that
cross a node while projecting have their weight set to zero. This presents a very
serious problem with one-sided methods, since the domain of integration of the
two systems differ making it impossible compute energy differences rigorously.
However the two sided method is correct since one uses two independent runs,
each obeying the correct boundary conditions. The only condition is that there
must be an overlap between the two distributions so there are enough walks
common to both systems that the ratio can be determined.

A version of reweighting was implemented by Wells?? as the differential
Green’s function Monte Carlo method (actually DMC). He used the response
to an external field to determine the dipole moment of LiH. The same trial
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Figure 7. Error in VMC binding energy of Ha-Hy system.

function was used, so the drift term was the same between both systems. Only
the branching term was different; that entered as a weight factor. In our case,
the trial function and the nuclear positions may be different between the two
systems.

Figure 6(a) shows the difference in DMC energies using the various meth-
ods. The energy difference was computed starting from the equilibrium bond
length of 5.05 Bohr. Partly because of the need to project for several DMC
steps, the two-sided method has a fairly small range where it does better than
the direct method (compared with the range for VMC). For comparison, the
VMC results are shown in Figure 6(b). There are two lines in the DMC graph
for the direct method. The implementation had a limitation where only one
projection to accumulate the weights would occur at a time. We used 30 steps
in the projection, and consequently could only get the weights once every 30
steps. The limited data line is computed from data collected once every 30
steps (the same amount of data available to the correlated methods) and is
the line the two-side method joins on to. The full data line used all the data
available in the simulation and so has a lower statistical error.

To compute the binding energy, let the non-interacting system be 1),
and the fully interacting system be 1. The nuclear positions are the same
for both systems, and the appropriate interaction terms are set to zero for the
non-interacting system.

A pair of Hy molecules in a parallel configuration was used as the test
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system. The binding energy we are interested in is that of the interacting
molecules minus separate Hy molecules (and not the separate atoms).

Ep = E((H2)2) — 2E(H>). (34)

There is a problem in that the electrons in the fully interacting system
can switch molecules and have no effect on the computation, but these con-
figurations are very unlikely in the non-interacting system. This leads to an
artificially small overlap. The solution in this symmetric case is to restrict the
domain of integration. The electron coordinates are ordered along the x-axis
so that 1 < z2 and z3 < z4. To see that this restriction is exact, consider
the integral

/_‘: dz /_Z oy f(|o1 — z2[)g(21,22) (35)

where f corresponds to the electron-electron Jastrow factor and g is symmetric
under the interchange of z; and x5 and corresponds to the electron-nucleus
Jastrow factor and the square of the Slater determinant. Change variables to
R = (z1 +22)/2 and r = z; — z2. Now we have

/Oo dR/OO dr f(Ir)g(R+1/2,R —r/2). (36)

The integral over r is even, and we only need to integrate over half of the
interval (r < 0 or r > 0), which corresponds to the restrictions z; < %2 or
xr1 > X3.

Figure 7 shows the error in the VMC binding energy for various inter-
molecular distances. Without restricting the domain of integration, reweight-
ing performs poorly, and the two-sided method reproduces the results of the
direct method. With the restricted domain, the correlated methods perform
quite well.

6 Wave Function Optimization

Variational Monte Carlo (VMC) depends crucially on the optimization of
parameters in the trial wave function to find the minimum energy. The trial
wayve function is also important in DMC, to reduce the variance and projection
time, and for accurate nodal surfaces within the fixed-node method. CEIMC
places special demands on the optimization, since this must be done very often
without direct user control. Here we examine several alternative optimization
methods.
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6.1 Fized Sample Reweighting

Fixed sample reweighting with minimization of the variance was popularized
by Umrigar et al.,>®> and has been used extensively since then. The current
state of the art is described by Kent et al.2* The core of the method is the single
sided reweighting method described previously. A number of configurations
are sampled from a distribution with variational parameters ag. The energy
at an arbitrary value of the variational parameter, a, is computed by:

E(a) =) _w(Ri;0)EL(Ri;)/ > w(Ri; ) (37)

where w(R;; @) = ¥?(R;; @) /9? (Ri; ap). Alternatively, one could compute the
variance by

A(@) = ) w(Ri;a)(EL(Ri; ) — Er)*/ Y w(Ri; ) (38)

where Er can either be the weighted average energy (37) or it could be a
guess at the desired energy.

The weights in these expressions can get very large when the variational
parameters move far from the sampled value g, and especially when the
parameters that affect the nodes are adjusted. Then just a few configurations
will dominate the sum, and the energy estimator can often give meaningless
low values. The variance estimator, however, will remain more stable in this
situation. For either estimator, the best fix is to regenerate the configurations
being used when the parameters move too far away from «ag. This can be
used in conjunction with the enhancements described below.

A second advantage of the variance estimator is that the weights can be
modified without changing the location of the minimum.?* The same is not
true for the energy. The problem of a few large weights can be solved by
limiting them to a maximum value,?® by simply setting them all to one,?8
or by sampling from a positive definite guiding function.?” In this cases, Er
should be set to a best guess, or slightly below, because the energy estimator
will not be reliable.

Further increases in stability can be gained by limiting outliers in Eq.
(38). Large outlying values have a disproportionately large effect on the vari-
ance, but their contribution is not that meaningful. Kent et al.?* give a pro-
cedure choosing a cutoff that will reduce its effect as the number of samples
increases. We used a simpler approach, removing from the sum any values
greater than 5 standard deviations from the average.

Another efficiency improvement can be exploited when the Jastrow U is
linear in the variational parameters. Then the variational parameters can be

paperd: submitted to World Scientific on April 4, 2001 18




factored out of the sum over interparticle distances, and the value of that
sum can be stored. Fixed sample reweighting has been applied mostly to
optimizing Jastrow factors, and not parameters in the Slater determinant, so
this results in a dramatic time savings. In our case we have both Jastrow
and determinantal parameters, and the code spends about 40% of its time
computing the Jastrow factor. This percentage will decrease as the system size
increases, since the Jastrow computation is O(N?) but the determinantal part
requires matrix work that is O(N?3). We did not implement this improvement,
so bear in mind when perusing the results that the reweighting time could be
reduced, probably by 30%.

An additional advantage of reweighting is that, since it is solving a smooth
problem, an off-the-shelf minimizer can be used. We used the DSMNF general
minimizer from the PORT?® library, which uses only the function values and
does not need any derivatives. Non-linear least squares minimizers are avail-
able that take advantage of the sum-of-squares form of the variance. We used
DSN2F, also from the PORT library. The advantage of these is that the second
derivative matrix can be approximated and computed more quickly than with
a general minimizer. The fixed sample reweighting algorithm is then: Gener-
ate a set of configurations and minimize the variance with this set. Generate
a new set of configurations using the new variational parameters and find the
minimum variance again. Repeat for several steps to ensure convergence.

6.2 Newton Method

The Newton method makes use of the first and second derivatives. We can
approximate a function near its minimum as a quadratic surface

F(x) ® f(x0) + (x —x0)" - b+ (x —x0)" - A - (x — xq) (39)
where b; = % and A;; = %afzj is the Hessian matrix. The location of the

minimum is then given by
xo=x—A"!.b. (40)

Since we are likely to start in a region where f is not quadratic, this step is
iterated several times. This procedure, along with analytic evaluation of the
derivatives, was applied to VMC energy minimization by Lin et al.2® We want
the derivatives of E with respect to various variational parameters, a.. These
could be computed with finite differences and reweighting, but it is better
to do some analytical work on this expression first. Lin et al.?? give some
expressions for the gradient and Hessians.
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Computing the first derivatives of the wave function analytically is rela-
tively easy. Computing the second derivatives with respect to parameters in
the Jastrow factor is also easy analytically. For parameters that appear in the
determinant, however, second derivatives are more difficult. For this reason
we compute most of the first derivatives analytically, and use these to compute
the second derivatives with a simple finite difference scheme. The first deriva-
tive of the local energy was computed with finite differences. The derivative
of the orbital cutoff parameter, which is the same for all the orbitals, was also
computed with finite differences.

An advantage of the Newton approach over the gradient-only approaches
is that it has information about how big of step should be taken, whereas the
step size is a parameter that must be tuned in the gradient-only methods.
The drawback, though, is a greater sensitivity to noise. The gradient and
Hessian must be sufficiently accurate, or the Newton iteration will get wildly
wrong results. More precisely, it is the non-linear process of taking the inverse
in Eq. (40) that causes the problem. Furthermore, this sensitivity to noise
increases with the number of parameters.

Another problem is parameter degeneracy, or near degeneracy. This will
make the Hessian singular, or nearly so. Even if it not exactly singular, being
nearly singular is the equivalent of dividing by a small number, which will also
greatly magnify the effects of noise. The usual solution is use of the Singular
Value Decomposition (SVD).30:31 A more detailed look at “regularization” (of
which the SVD is one method) is given by Hansen.32

Essentially, the SVD removes small eigenvalues and the associated eigen-
vectors, and this leads to a more stable solution of Eq. (40).

6.8 Stochastic Gradient Approximation

The Stochastic Gradient Approximation (SGA) was designed by Robbins and
Munro®? to handle optimization with noisy gradients. It was first applied to
VMC optimization by Harju et al.>* The SGA iteration can be written as

o = 0j—1 — h%VaE(ai_l). (41)

where h is a step size parameter and -y; is some specially chosen series. There
are some conditions on 7; that must be satisfied in order for this iteration to
converge:

v >0 (42)

Z%’ =00 (43)
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o>
D 4 < oo (44)
=1

The condition given by Eq. (43) allows the iteration to reach anywhere in
parameter space. The condition in Eq. (44) is needed so the effects of noise
will eventually be damped out. An obvious choice for v; is 1/7. For more dis-
cussion on these conditions and for some conditions on the objective function,
see Young?® and Tsypkin36.

One variation, suggested by Nemirovsky and Yudi,?” is to take y = 1/ Vi
and use the cumulative average of the variational parameters. This choice
of v violates the condition in Eq. (44), but this condition is there to insure
the noisy part converges. Instead we use the cumulative averaging process to
remove the noise. See Kushner and Yin3® for a more detailed discussion.

Another acceleration technique involves monitoring the sign of the
gradient.?6 Far from the minimum the gradient will not often change sign
between successive steps. Close to the minimum, the noise will eventually
dominate, and the gradient will change sign more often. The acceleration
procedure is to only update 7; when the sign of the gradient changes. This
also has the advantage of adjusting the convergence of each parameter sepa-
rately.

6.4 Gradient Biased Random Walk

We introduce a new method that is made possible by the two-sided energy
difference method. Using this, it is relatively easy to determine whether a
change of the trial parameters lowers the energy or not. This determination
can be fitted onto a number of methods, even a random walk. We evaluate the
gradient and make a trial move in the gradient direction, similar to the SGA.
Unlike the SGA, the move is accepted only if it lowers the energy. Since the
gradient is noisy, we are effectively making a random walk that is biased in the
gradient direction, hence the name Gradient Biased Random Walk (GBRW).
The trial move is

arT = 0i—1 — hVQE(aifl). (45)

where h is randomly chosen from [0, hmax]. To provide some simple adaptivity,
hmax 18 adjusted during the run. If a trial move is rejected, hmay is decreased
via multiplication by some factor, usually 0.5 or 0.6. If a trial move is accepted,
it is increased by multiplying by the reciprocal of that same factor.
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Figure 8. Optimization methods applied to (a) Single Hy (b) 8 Ha’s (c) 16 Ha’s (d) 32
HQ’S

6.5 Comparison of methods

We test the various optimization methods and compare their run times. The
test systems are an isolated Hs molecule, and 8,16, and 32 molecules in a
cube with periodic boundary conditions at an electronic density rs = 3.0, a
fairly low density. Here r2 = 3/(4mwn.) with the electronic number density
in units of the Bohr radius. Each system has 12 parameters in the Jastrow
factor, and 3 determinantal parameters per molecule, plus one more for the
box cutoff (which is the same for all the orbitals). Thus we have 15, 37, 61,
and 109 variational parameters, respectively. For the starting parameters,we
set the Jastrow cutoff to r,,, = 4.0, the orbital widths to 2.0, the orbital box
cutoff to 1.0, and all the other parameters to zero. The trial wavefunctions
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are discussed in Appendix A.

The Newton method used the regularization method with a cutoff of 0.01
for N = 8,16 and a cutoff of 0.1 for N = 32. No regularization was used
for N = 1. The SGA method used v; = 1/v/i and parameter averaging.
Reweighting used 16000 configurations for N = 1 and 1000 configurations for
N = 8 and 16. For reweighting with the least squares minimizer, we used
16000, 1000, 750, and 500 configurations for N = 1,8,16, and 32 molecules,
respectively. We did not attempt reweighting using the general minimizer on
the largest system.

The best way to compare these methods would be to run them all many
times starting from different random number seeds. The average of the re-
sulting distribution would give the average quality of each method, and the
spread of the distribution would indicate the stability. However, this is time-
consuming and instead, as a first approximation we present the results for a
single run of each method in Figure 8. The times are in hours on an 600 Mhz
AMD Duron.

For the single molecule, it is clear that the Newton method is the best
method. The reweighting methods also performs well, and the two gradi-
ent methods take longer to converge. As the system size increases, however,
the gradient methods do better, with the SGA method doing the best. The
Newton method, in particular, has difficulty with stability as the system size
increases. It needs to be run long enough so the noise is small enough that
it does not affect the results. The general reweighting method performs sur-
prisingly poorly on the larger systems. Looking more closely at the results of
reweighting for the N = 8 case, we get a total energy of —9.244(2) Ha and
a variance of 0.30. From the SGA we get E = —9.275(3) Ha and a variance
of 0.42. From the GBRW we get E = —9.268(2) Ha and a variance of 0.36.
It appears that the problem is with the variance minimization and we have a
case where the minimum variance solution is not the lowest energy solution.
Although on the scale of the total energy, the difference between reweight-
ing and the SGA is only 0.3%. On the scale of the correlation energy in the
isolated molecule, this difference is about 10%.

Reweighting with the least squares minimizer reaches the minimum vari-
ance solution very quickly, and scales well with the system size. That solution,
however, has a higher energy than the solution found by the energy minimiz-
ers. Further improvements in the wave function would lower the energy of the
minimum variance solution.

More work remains to be done on enhancing the performance and stabil-
ity of these various optimization methods, as well as further comparisons of
scalability on other problems. Particularly interesting would be comparisons
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for systems with atoms of higher atomic number.

In a CEIMC simulation, the wave function must be optimized for a trial
move of the nuclei. We begin the optimization using the parameters of the
old configuration and use the GBRW method with 4-8 optimization steps.
The GBRW was chosen mostly because of the energy difference accept/reject
step results in fewer fluctuations in the parameters, and it works well for the
incremental optimization of a trial move.

7 Fluid Molecular Hydrogen

We now describe our calculations on an application, liquid molecular hydro-
gen. The simulations were performed in a fixed cube with periodic boundary
conditions. The density is parameterized by r® = 3/(4mn.) which the elec-
tron density in atomic units. Some details about computing the pressure and
kinetic energy are given in Appendix B.

First of all, we examine the accuracy of several methods for computing
total energy. We took several configurations from PIMC simulations at 5000K
at two densities (rs = 1.86 and r; = 2.0), and compared the electronic energy
using VMC, DMC, DFT-LDA, and some empirical potentials. The DFT-
LDA results were obtained from a plane wave code using an energy cutoff of
60 Rydbergs, and using the I' point approximation.?® The empirical potentials
we used are the Silvera-Goldman*® and the Diep-Johnson.*!4? To these we
added the energy from the Kolos*® intramolecular potential to get the energy
as a function of the bond length variations. The Silvera-Goldman potential
was obtained by fitting to low temperature experimental data, with pressures
up to 20 kbar, and is isotropic. The Diep-Johnson potential is the most
recent in a number of potentials for the isolated Hy-Hs system. It was fit to
the results of accurate quantum chemistry calculations for a number of Ha-H,
configurations and included anisotropic effects in the potential.

The energies relative to the exact energy of an isolated Hs molecule are
shown in Figure 9. The first thing we notice is that the classical potentials
are more accurate than VMC or DFT. The Silvera-Goldman does a good job
of reproducing the DMC results.” Some of the failures of the SG potential
can be attributed to the lack of anisotropy. The isolated Hs-H, potential
(Diep-Johnson) has much weaker interactions, compared with interactions in
a denser system.

The PIMC method itself gives an average energy of about 0.07(3) Ha for

bTt should be noted that we are taking the SG potential far from the temperature range it
was fit to.
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Figure 9. Electronic energy for several configurations computed by various methods. The
energy is relative to the exact energy of an isolated Hp molecule.

both densities. Improvements in the fermion nodes and in other aspects of
the PIMC calculation appear to lower the energy,'%4445 although the error
bars are still quite large. The PIMC energy is in rough agreement with the
DMC energy.

As mentioned above, we used the Silvera-Goldman potential for pre-
rejection. As seen in the Figure 9, it resembles the DMC potential even
though it lacks anisotropy. It is possible to create a hybrid potential,*® taking
the isotropic part from a potential that was fit to high density, and combin-
ing that with the anisotropic part from one of the isolated Ho-H, potentials.
We did not pursue this approach for constructing a better potential for pre-
rejection.

Each trial move consisted of moving multiple molecules (usually four).
This increased efficiency by amortizing the cost of the QMC calculation. Each
molecular move was decomposed into a translation of the center of mass, a
rotation of the molecule, and a change in the bond length.

We now present CEIMC results at three state points, shown in Tables 1-2,
two of which can be compared with the gas gun data of Holmes et al*” The
pressure is given in Table 1, with results from the gas gun experiments, the
free energy model of Saumon and Chabrier,*849:50 from simulations using the
Silvera-Goldman potential, and from our CEIMC simulations. These state
points are in the fluid molecular Hy phase. For the gas gun experiments,
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Table 1. Pressure from simulations and shock wave experiments

T's T(K) Pressure (Mbar)
Gasgun  S-C 5S-G CEIMC-VMC CEIMC-DMC
2.100 4530 0.234 0.213 0.201 0.226(4) 0.225(3)
2.202 2820 | 0.120 0.125 0.116  0.105(6) 0.10(5)
1.800 3000 - - 0.528 - 0.357(8)

the uncertainties in the measured temperatures are around 100-200K. The
experimental uncertainties in the volume and pressure were not given, but
previous work indicates that they are about 1-2%.5!

We did CEIMC calculations using VMC or DMC for computing the un-
derlying electronic energy, which are the first such QMC calculations in this
range. The simulations at r; = 2.1 and r; = 1.8 were done with 32 molecules,
and the simulations at r; = 2.202 were done with 16 molecules. We see that
the pressures from VMC and DMC are very similar, and that for r; = 2.1 we
get good agreement with experiment.

There is a larger discrepancy with experiment at r, = 2.202. The finite
size effects are fairly large, especially with DMC. We also did simulations
at rs = 2.1 with 16 molecules and obtained pressures of 0.264(3) Mbar for
CEIMC-VMC and 0.129(4) Mbar for CEIMC-DMC. The Silvera-Goldman
potential showed much smaller finite size effects than the CEIMC simulations,
¢ so we conclude that the electronic part of the simulation is largely responsible
for the observed finite size effects.

The energies for all these systems are given in Table 2. The energy at
rs = 2.1 with 16 molecules for CEIMC-VMC is 0.0711(4) Ha and for CEIMC-
DMC is 0.0721(8) Ha. The average molecular bond length is given in Table 3,
and we see the bond length is compressed relative to the free molecule. The
proton-proton distribution functions comparing CEIMC-VMC and CEIMC-
DMC are shown in Figure 10. The VMC and DMC distribution functions
look similar, with the first large intramolecular peak around r = 1.4 and the
intermolecular peak around r = 4.5.

The CEIMC-VMC simulations at r; = 1.8 and 3000 K never converged.
Starting from a liquid state, the energy decreased during the entire simula-
tion. Visualization of the configurations revealed that they were forming a
plane. It is not clear whether it was trying to freeze, or forming structures

¢The SG pressure decreased by 0.005 MBar from N = 16 to N = 256 at the r; = 2.1 state
point.
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Table 2. Energy from simulations and models, relative to the ground state of an isolated
Hs molecule. The Hy column is a single thermally excited molecule plus the quantum
vibrational KE.

rs T(K) Energy (Ha/molecule)
H, S-C S-G CEIMC-VMC CEIMC-DMC
2.100 4530 | 0.0493 0.0643 0.0689 0.0663(8) 0.0617(2)
2.202 2820 | 0.0290 0.0367 0.0408 0.0305(8) 0.0334(9)
1.800 3000 | 0.0311 - 0.0722 - 0.048(1)

Table 3. Average molecular Ha bond length. The Hz column is a single thermally excited
molecule in free space.

T's T(K) Average bond length (Bohr)
H, CEIMC-VMC CEIMC-DMC
2.100 4530 | 1.550  1.431(1) 1.413(3)
2.202 2820 | 1.486 1.443(1) 1.429(6)
1.800 3000 | 1.492 _ 1.466(3)
4.5 T 4.5
4 4t
35 35
31 3l
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15 15
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Figure 10. Proton pair distribution, g(r), for (a) rs = 2.1 and T=4530 K (b) rs = 2.202
and T=2820 K

similar to those found in DFT-LDA calculations with insufficient Brillouin
zone sampling.’?% The CEIMC-DMC simulations did not appear to have
any difficulty, so it seems the VMC behavior was due to inadequacies of the
wave function.

Hohl et al.>? did DFT-LDA simulations at 7, = 1.78 and T=3000K, which
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Figure 11. The proton pair distribution function, g(r), near rs = 1.8 and T=3000K.

is very close to our simulations at rs = 1.8. The resulting proton-proton dis-
tribution functions are compared in Figure 11. The discrepancy between
CEIMC and LDA in the intramolecular portion of the curve has several pos-
sible causes. On the CEIMC side, it may be due to lack of convergence or to
the molecular nature of the wave function, which does not allow dissociation.
The shift of the molecular bond length peak can be accounted for because
LDA is known to overestimate the bond length of a free hydrogen molecule®?
which would account for the shifted location of the bond length peak. The
deficiencies of LDA may account for it preferring fewer and less tightly bound
molecules.

We also recorded some diagnostic information about the workings of the
simulation, such as the average noise level, the relative noise parameter f =
(B0)%t/to, and the additional noise rejection ratio, . Table 4 shows the noise
level (Bo), the relative noise parameter, f, the additional noise rejection ratio,
a ratio of the error level for the direct method and the two-sided method, and
the time for a single quantum step. Looking at f, we see it is small for
VMC and large for DMC. This is because wavefunction optimization takes a
proportionately larger amount of time in the VMC run than in the DMC run.

We used the two-sided method for computing energy differences of trial
moves with VMC, but only used the direct method with DMC. The column
headed 02/0, shows how the efficiency of computing the energy difference is
improved by using the two-sided method. This improvement is only in the
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Table 4. Simulation quantities ordered according to average noise level, So. Shown is the
time for a single step of the protons in minutes on an SGI Origin 2000. N is the number of
molecules in the simulation.

Ts T(K) N QMC | fo f n  o03/oi, time (min)
2.100 4530 16 VMC | 0.68 0.17 0.11 2.2 18
2.202 2820 16 VMC | 0.70 0.27 0.13 3.2 21
2.100 4530 32 VMC | 090 0.29 0.16 2.3 70
1.800 3000 32 VMC |0.91 0.30 0.15 7.7 89
2.100 4530 16 DMC | 1.62 2.28 0.28 - 76
2.100 4530 32 DMC | 1.74 5.30 0.29 - 440
2.202 2820 16 DMC | 2.02 5.33 0.40 - 92
1.800 3000 32 DMC | 242 13.1 0.42 - 510

energy difference part of the total time, the optimization time is unaffected
(and is a large part of the run time, since the f parameter is small). Previously
we gave an example showing that the two-sided method was not as effective
for DMC as for VMC. But in these simulations the DMC runs have a much
larger f parameter, so even small reductions in the noise level would have an
impact on the run time. Some of the DMC energy differences had values of
noise many times greater than the average, which may be due to an instability
in the DMC algorithm. We removed these outliers in computing the average
noise level.

8 Conclusions and Future Work

We have introduced the CEIMC method, along with a number of support-
ing developments to make it computationally feasible. In particular, we have
shown how it is possible to formulate a classical Monte Carlo, with the energy
difference having statistical noise, without affecting the asymptotic distribu-
tion. We have made significant progress on two related issues: the robust
computation of energy differences and the optimization of variational param-
eters. Both problems require further attention, however. We then applied the
method to an important many-body system, molecular hydrogen at high pres-
sure. We have shown that the method is feasible on current multi-processor
computers. In fact, our impression is that the method on this application
has the same order of computational demands as Car-Parrinello plane-wave
methods.

One of the advantages of QMC over DFT, in addition to higher accuracy,
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is the different way basis sets enter. Single particle methods usually work in a
“wave basis”, where the wave function is expanded in plane waves or Gaussian
orbitals. In contrast QMC uses a particle basis. A smooth basis (the trial
wave function) is indeed used within VMC, however, cusps and other features
are easily added without slowing down the computation. For this reason, the
bare Coulomb interaction can be easily treated, while in LDA, typically a
smooth pseudopotential is needed, even for hydrogen, to avoid an excessive
number of basis functions.

The CEIMC method has further advantages that we have not yet ex-
plored. In our calculation, we assumed classical protons. Of course quantum
effects of the protons are important and have been included in previous QMC
and LDA calculations. The classical approximation was used in the present
work for simplicity. But it is not hard to see that it is possible to do path
integrals of the nuclei for very little increased cost over classical nuclei. A path
integral simulation creates a path of M slices, with each slice at an effective
temperature of MT. We then need to do M separate electronic simulations,
one for each slice. However, the penalty method requires the error level to be
approximately kgT. Then the required error level at each slice is MkgT, so
each of the M separate QMC simulations need not be as accurate. In contrast,
for PI-LDA calculations, M time slices will take M times as long.

Another example of an advantage of QMC simulations is provided by a
metallic system, such as hydrogen at even higher pressure, when it becomes
a simple metal. Because the occupation of states is discontinuous, results in
the thermodynamic limit require careful integration near the Fermi surface.
Within LDA this requires “k-point” integration, which slows down the calcu-
lation linearly in the number of k-points required. Within QMC such k-point
integration takes the form of an average over the twist of the boundary condi-
tion and can be done in parallel with the average over electronic configurations
without significantly adding to the computational effort.

The above considerations suggest that the CEIMC method may turn out
to be both more accurate and faster than comparable simulations based on one
electron theory for some applications. The processing power of current multi-
processors is enough that significant applications can already be envisioned.
Tests for non-hydrogenic systems are needed to find the performance of the
algorithms on a broader spectrum of applications. Clearly, further work is
needed on many aspects of the algorithm.
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Appendix A. The Trial Wave Function

For our studies of molecular hydrogen, we generalized the wave function 5y
from Reynolds et all” The conventional choice of Slater determinant with
orbital from an SCF or DFT calculations is impractical because of the CPU
time to perform such calculations each time a proton is displaced. The wave-
function used has the form given in Eq. (2) with both electron-electron and
electron-proton “Jastrow factors” times a slater determinant of orbitals. The
cusp conditions are exactly satisfied by conditions on the Jastrow factors. The
orbitals are ellipsoidal Gaussians, centered on the bond center c¢;:

¢i(r) = exp [—(r — cl)T -R'TR - (r— cl)] (46)

where I' is a diagonal tensor and R is a rotation matrix. There are two
parameters - the width along the bond direction (rotated so as to be the z-
axis), and the width perpendicular to the bond direction. The elements of T'
are defined to be (1/w2,,1/w2,,1/w?).

Additionally, the orbital is multiplied by (1 + {|r — ¢;|), where ¢ is a
variational parameter.

The effects of an infinite system can be approximated by imposing periodic
boundary conditions on a finite system. Every particle in the system then has
an infinite number of images. Inter-particle distances are calculated using the
minimum image convention, which uses only the distance to the closest image.

Care needs to be taken with the wave function when using the minimum
image convention. As the inter-particle distance crosses over from one image
to another there can be a discontinuity in the derivative of the wave function,
leading to a delta function spike in the energy. If this is not accounted for, the
VMC energy can become lower than the true ground state because this delta
function term in the energy has been neglected. This can be fixed by summing
over images, or by ensuring the wave functions have the correct behavior at
+L/2. We use the latter solution.

The orbitals are multiplied by a cutoff function that ensures its value and
first derivative are zero at the box edge. The function we use is

fe(r) =1—exp [=7e(r = rm)’] (47)

where 7, is fixed at L/2 and +, is a variational parameter.
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The Jastrow factors are constructed so that they obey the correct cusp
conditions as r — 0 and so that the first and second derivatives are zero at
rm < L/2. The simplest function that satisfies these conditions is a cubic
polynomial. Let y = r/r,,. Then

u(y) = ary + asy® + asy?®, (48)
where a; = (cusp value) * ry,,, a2 = —ay, and a3z = a1 /3. Variational freedom
is gained by varying r,,, and by adding a general function multiplied by
y2(y—1)? to preserve the boundary conditions. We choose a sum of Chebyshev
polynomials as the general function.?* The full Jastrow factor is then

1
uy) = arly -y + 30°) + 7y — 1)° D_biTi(2y - 1), (49)
i
where r,,, and the b; are variational parameters. We use five Chebyshev poly-
nomials for the electron-electron part and another five for the electron-nuclear
part.

Appendix B. Pressure and Kinetic Energy

The pressures are computed using the virial estimator based on the potential
and kinetic energies

1
P = o7 [2(K) + (V)] (50)

where V' is the volume (as determined from the number of electrons and the
electronic density) and V is the potential energy. In these MC simulations,
the potential energies of the electons and the protons, and the kinetic energy
of the electrons are explicitly computed, but the kinetic energy of the protons
was obtained from equipartition as follows. The hydrogen in the molecular
state is at a relatively low density, so rotational and vibrational motion can be
separated. The characteristic temperature for quantum effects for rotational
motion is about 85 K for H,.?® At our simulation temperatures, we can use
the classical expression for the rotational kinetic energy, E.or = 2kgT. The
characteristic vibrational temperature for H is 8, = 6100 K, so it is necessary
to use the quantum expression for the vibrational kinetic energy:
6y

e—0./T _ 1"

Of course, these expressions are only valid for a free molecule. To treat the
kinetic energy of the nuclei correctly in the interacting system, path integrals
should be used for the protons but that is an additional complication we did
not explore in this paper.

Eup = (51)
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